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Abstract

Most of the parallel programming, especially in appli-
cations in Computational Science and Engineering (CSE),
is done using MPI. OpenMP is used on some shared mem-
ory platforms. However, it is becoming increasingly evi-
dent that new higher level parallel programming abstrac-
tions are needed if we have to increase programming pro-
ductivity further.

Here, I present my views on what kinds of high level lan-
guages and abstractions one should look for, what research
is needed to develop them, what obstacles I see in their de-
velopment and adoption, and what role compilers can and
should play in their development. In particular, I argue
that adaptive run-time systems to separate the issues of re-
source management and abstractions for supporting global
(but disciplined) view of data and global view of control
are needed. Further, the role of compiler research needs to
be directed to supporting such models, even though that re-
quires a paradigm shift (toward simpler problems!) for the
compiler research community.

Most of the parallel programming, especially in appli-

cations in Computational Science and Engineering (CSE),

is done using MPI. OpenMP is used on some shared mem-

ory platforms. However, it is becoming increasingly evident

that new higher level parallel programming abstractions are

needed if we have to increase programming productivity

further. Such an increase in programming productivity is

needed for two reasons.

• Broadening of the parallel programming community:

First, even within the CSE community, parallel pro-

gramming expertise is confined to a narrow segment of

researchers, especially concentrated at DOE and other

governmental laboratories. For the broad CSE com-

munity to adopt parallel programming, it needs to be-

come simpler and more productive. An aerospace en-

gineer, for example, will want to develop a parallel

program only when it is made easy for them. One

should not expect them to be an expert parallel pro-

grammer in addition to being an expert modeler. Of

course, parallel programming is slated to grow beyond

the CSE community. We can expect desktops embody

to multi-core processors and the number of processors

in a typical desktop to increase beyond 10 or even hun-

dred, as projected by the industry. This places a further

premium on parallel programming productivity.

• Deepening of the program complexity Secondly,

even for the expert programmers of today, the applica-

tions of tomorrow pose new programming challenges.

To harness the unprecedented power of new large par-

allel machines, scientists and engineers are coming up

with new generations of algorithms that tend to be

adaptive and increasingly model dynamic behavior. In

order to increase the fidelity of their simulations, they

are also increasingly using multi-physics simulations.

These simulations involve integrating separate (and of-

ten independently developed) parallel modules into a

single simulation.

Here, I present my views on what kinds of high level lan-

guages and abstractions one should look for, what research

is needed to develop them, what obstacles I see in their de-

velopment and adoption, and what role compilers can and

should play in their development.

To summarize some of the points:

Resource management needs to be separated from par-

allel programming effort. This can be done via adaptive

run-time systems, which need to be empowered by a pro-

gramming paradigm that takes away the notion of physi-

cal processor from the programmer’s purview. Systems like

Charm++ and Adaptive MPI are examples of this, where the

program is divided into a large number of objects or threads,
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which are assigned and reassigned to processors at run-time

as needed.

Global view of data: many abstractions attempt to sup-

port a global view of data. It seems increasingly clear

that such a view is needed, but the undisciplined and race-

condition prone SAS model, where any process can mod-

ify any data any time is not the right model. Appropriately

restrictive models are needed, those that interoperate with

message-passing are especially desirable. This is reflected

in development of models such as UPC, Titanium, and Co-

array-Fortran, as well as libraries including global arrays,

multi-phase shared arrays (MSA) etc. We need to examine

which abstractions are useful in what contexts, and how to

unify them if possible.

Global view of control: HPF (High Performance For-

tran) and OpenMP are examples of languages with which

the programmer deals with one apparent global thread of

control. Parallel iterations of a loop may fork the control,

but it joins into a single thread after the loop. This explains

the attractiveness of these programming models. Of course,

the specific systems are not general enough to support the

needs of many parallel applications, and so have not been as

successful as MPI. But the “hankering” for a global flow of

control is real. Unfortunately, the complexity of parallel ap-

plications makes it less and less likely that an HPF/OpenMP

style single flow of control will be adequate in high perfor-

mance applications. For example, two loops that happen to

be independent of each other should be allowed to run con-

currently (possibly on overlapping sets of processors). This

should be true even if the two loops, as long as they are

independent, are nested in two separate function calls. If

you express the computation in terms of object arrays, as in

Charm, this problem can be seen clearly in its complex man-

ifestation. A program may be made up of multiple arrays of

data-driven objects. With message-driven objects, control

may shift from one array to the other in a purely reactive

manner. One can explain what happens by drawing a dia-

gram; but the overall flow remains an “emergent property”.

You cannot easily point to the program text and by merely

doing so understand and explain its control flow. We need

a method that will provide the program writer and program

reader with a single “apparent” thread of control, and still

have the compiler and runtime system work together to ex-

pose all the natural concurrency across modules and object

arrays.

Compiler Research and Compiler Support: Many of

the ideas and abstractions for improving programmer pro-

ductivity require compiler support. However, the research

that this entails is very different than that of traditional com-

piler research in this area. The latter is dominated by de-

pendency analysis and extracting loop parallelism. In fact,

some of the techniques needed are sometimes much too

simple to attract the attention of compiler researchers and

this is a genuine problem! Without a reasonable pliable

compiler infrastructure, one cannot develop, implement and

test new abstractions. Some “directed” compiler research is

necessary to do the kind of analysis needed for particular

abstractions or functionalities. This calls for a grand col-

laboration between the abstraction designers and compiler

researchers (or just compiler developers). There is a need

for “compilation support service”. Work on telescoping lan-

guages is an example of such a collaboration.
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