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Abstract

The inherent computational redundancy in discrete-time

LTI-FIR system response computations in Digital Signal

Processing have been exploited in a variety of ways to

minimize the computational complexity. We present an

improved algorithm-level computational optimization that

uses sorted recursive di�erences between coe�cients repre-

senting the system transfer function with a Floating-Point

number representation to extract maximum bene�ts from

this redundancy. It can be applied to any LTI-FIR sys-

tem and there is no deterioration in accuracy compared to

directly using the coe�cients. The results for several prac-

tical FIR systems show that there is a signi�cant reduction

in the computational complexity, hence power consumed,

using this technique.

1 Introduction

The recent proliferation of high-performance portable
battery-powered electronic gadgets that make extensive
use of Digital Signal Processing (DSP) like cellular phones,
laptop computers, etc. has made power consumption in
VLSI DSPs an increasingly important issue. This has
made low-power-high-performance VLSI DSP an impor-
tant research area. One of the most basic operations per-
formed in DSP applications is the Finite Impulse Response
(FIR) computation. As is well known, the output of a Lin-
ear Time-Invariant (LTI) system can be obtained by con-
volving in the time domain the input to the system and the
transfer function of the system. For discrete-time LTI-FIR
systems, this can be expressed mathematically as:

Yj =

N�1X
n=0

Cn:Xj�n (1)
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The notation Ar is used to denote the r-th term of the
sequence A. X and Y are the discrete-time input and out-
put signals, respectively, represented as sequences. The
sequence C represents the transfer function of the system.
For FIR �lters, C also corresponds to the set of �lter coef-
�cients and the length of the sequence which is N , is called
the number of taps or the length of the �lter.

FIR system realizations can vary widely from one that
uses dedicated hardware multipliers and adders to one that
uses software executed by a general purpose processor and
its ancillary units. A combination of hardware and soft-
ware that allows sharing of multi-purpose hardware units
(like adders and multipliers), without using a full-
edged
processor can also be used. In all these implementations
the basic FIR computation algorithm called the multiply

and accumulate (MAC) sequence, remains the same: for
any j, each product term Cn:Xj�n in Eqn. (1) is com-
puted, and they are added up to obtain Yj . Therefore
the large number of taps required for practical narrow-
transition bandwidth FIR �lters [4] means a large number
of multiplications per �lter output and hence more power
dissipated in multiplications.

2 Low-Power FIR Filter Realization

There are three sources of power dissipation in CMOS
circuits: switching power Psw, short-circuit power Psc, and
leakage power Pleakage [3]. Psw is often the most signi�cant
source, therefore e�orts to reduce the power consumed in
FIR system realizations, focus on reducing Psw.

Since multiplications represent the most complex task in
FIR computations, a lot of research has been carried out on
reducing the complexity of or totally eliminating multipli-
cations in computing the product terms in Eqn. (1). Some
of these also lead to a reduction in the net switching power
consumed and hence low-power FIR system realizations.
Some of these earlier e�orts towards reducing the com-
plexity of multiplications are : approximation by signed
and unsigned powers-of-two coe�cients (2PFIR) [6, 21],
coe�cient representation using redundant number systems



including Canonical Signed Digits (CSD) encoding [17]
and Residue Number Systems (RNS) [10], coe�cient word-
length reduction using sigma-deltamodulation [15, 18] and
linear predictive coding [22], �lter realization as a pre�lter-
equalizer pair [7, 8] or as cascaded sub-�lters [19] with an
overall reduced multiplication complexity, the use of Dis-
tributed Arithmetic architectures for �lter implementation
[5], multiplier-less stored-product digital �lters (SPDF) us-
ing ROMs [14], the frequency-response masking technique
for design of �lters [23], realization of �lters using multi-
stage interpolation and decimation units [9, 20, 16] and the
extraction of common sub-expressions across coe�cients
for maximizing computational reusage [1, 2, 11, 12]. While
signi�cant reductions have been achieved using these tech-
niques, quite a few rely on approximating the optimally
designed coe�cients to achieve their results.

3 Sorted Recursive Di�erences

We had earlier analyzed the usage of recursive di�er-
ences between coe�cients, called the Di�erential Coe�-
cients Method (DCM) [13] for reducing the complexity of
multiplications. One limitation of DCM was that it could
be applied only to systems where the envelope generated
by the coe�cient sequence (and various orders of di�er-
ences) is a smoothly varying continuous function, thus it
was bene�cial largely for low-pass FIR �lters. We present
an improved version of DCM, called the Sorted Recursive

Di�erences (SRD) method, which uses recursive sorting
of coe�cients and various orders of di�erences to maxi-
mize the computational reduction. This recursive sorting
is made possible by the Transposed Direct Form of FIR
output computation. Thus there are no restrictions on
the coe�cient sequence to which it is applicable (or the
sequences of various orders of di�erences). The e�ective
word-length reduction using DCM was not the same for
each coe�cient. Instead of pessimistically using the worst
case reduction as we did earlier we will now use a simple
statistical estimate for the e�ective reduction in the num-
ber of ones in the coe�cients. The earlier analysis was
implicitly for a �xed-point implementation because it used
the ratios of the dynamic ranges of various orders of di�er-
ences to arrive at the e�ective word-length reduction. This
paper presents the application of SRD to a Floating-Point
(FP) number representation and it is shown that there are
signi�cant bene�ts in terms of computational reduction in
doing this.

3.1 Di�erential Coe�cients Method

We �rst present a brief recapitulation of DCM [13]. The
�rst-order di�erences �1k�1=k between consecutive terms Ck
and Ck�1 of the sequence C, was de�ned using the recur-
rence:

Ck = Ck�1 + �1k�1=k for k=1 to (N-1) (2)

Therefore a product term CkXj can be expressed recur-
sively in terms of the previous product term Ck�1Xj and
the �rst-order partial product �1k�1=kXj . Thus we can
compute all product terms involving data Xj , excepting
the �rst C0Xj which has to be computed directly, by com-
puting only the �rst-order partial products by actual multi-
plication and adding them to previous product terms. This
was called the �rst-order di�erences algorithm for comput-
ing the �lter output and it requires N � 1 extra additions
for computing all product terms.

We can also use greater orders of di�erences to re-
cursively de�ne coe�cients. The second-order di�erences

�2k�2=k, between consecutive �rst-order di�erences, was de-
�ned using the recurrence:

�1k�1=k = �1k�2=k�1+ �2k�2=k for k=2 to (N-1) (3)

From this de�nition and Eqn. (2), except C0 and C1, all
other coe�cients can be expressed as:

Ck = Ck�1 + �1k�2=k�1+ �2k�2=k for k=2 to (N-1) (4)

Thus we can compute all �rst-order partial products in-
volving data Xj , excepting the �rst one �1

0=1
Xj which has

to be computed directly, by computing only second-order
partial products �2k�2=kXj by actual multiplication and
adding them to previous �rst-order partial products. And
all product terms, except the �rst, can be generated recur-
sively if we have all the �rst-order partial products and the
�rst product term. For example if we compute C0Xj and
�1
0=1Xj by direct multiplication, C1Xj can be obtained as

C0Xj + �1
0=1Xj and C2Xj can be obtained by computing

�2
0=2
Xj by multiplication and adding it to the sum of C1Xj

and �1
0=1Xj . All remaining product terms can be obtained

likewise by computing only one second-order partial prod-
uct by multiplication and this was called the second-order
di�erences algorithm.

The algorithm was generalized to use upto m-th order
di�erences, with the m-th order di�erence de�ned as:

�mk�m=k = �m�1
k�m+1=k � �m�1

k�m=k�1 (5)

for k=m to (N-1); m=2 to (N-1)

The recurrence relation between coe�cients using m-th or-
der di�erences is as follows:

Ck = Ck�1 +

m�1X
i=1

�ik�i�1=k�1+ �mk�m=k (6)

k=m to (N-1); m=2 to (N-1)

We can again compute each product term incrementally
as shown before for the second-order di�erences algorithm
and each product term from CmXj upwards will require
computation of only one m-th order partial product by
multiplication. It can be seen that a total of : 1+2+ � � �+
(m � 1) + m(N � m) = m

2
(2N �m � 1), extra additions

are needed.
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3.2 Transposed Direct Form Computation

In a Transposed Direct Form (TDF) FIR computation,
all N product terms involving a particular data are com-
puted before any product term with the next sequential
data is computed. The product terms are accumulated in
N di�erent registers since they belong to N sequential out-
puts. The e�ective throughput remains the same as direct
form computation. Signal 
ow graphs for direct form and
TDF computation are shown in Figs. 1 and 2 respectively.

One advantage of using TDF lies in the fact that it does
not matter in which order we compute the product terms
involving a particular data so long as we accumulate them
in the right registers. Therefore we can sort the coe�-
cients in non-decreasing (or non-increasing) order before
taking �rst order di�erences. It can be shown that this
ordering minimizes the sum of the absolute value of �rst
order di�erences. Sorting can also be applied to di�er-
ences. Thus we can generate the second order di�erences
from the sorted set of �rst order di�erences. This could be
recursively done upto any order of di�erences. The vari-
ous permutations of the sets of di�erent orders of di�er-
ences needed for a correct restoration could be hardwired
in the control unit. This would enable it to accumulate
partial products in appropriate locations so that the cor-
rect output is produced. Thus if DCM is applied in a TDF
realization with recursive sorting we can eliminate the re-
strictions that were earlier imposed on the coe�cients and
various orders of di�erences for DCM to be viable.

3.3 Number Representation

Whereas sorting guarantees that di�erences of all orders
will be non-negative, the coe�cients can be positive or neg-
ative. When two consecutive coe�cients in the sorted se-
quence are of opposite signs the magnitude of the algebraic
di�erence between them is larger than the magnitude of ei-
ther one. To decrease the range of the coe�cients (hence
smaller di�erences) we will use absolute values to compute
di�erences and then manipulate the sign. As an example
consider two consecutive coe�cients Cr, Cr+1, with val-
ues +0.8 and -0.9. The �rst-order di�erences algorithm
would compute Cr+1Xj as: CrXj + �1

r=r+1
Xj . Let �

1

r=r+1

be generated as the di�erence between the absolute values
of Cr and Cr+1, which in this case is +0.1. Then we can
compute the partial product +0.1Xj, add it to CrXj and
complement the sign-bit of the sum to obtain the correct
value of Cr+1Xj . The sign-bit manipulation could be han-
dled by the control unit and if the di�erences are known in
advance the necessary sequence of sign-bit manipulations
could be hardwired in the control unit. As another exam-
ple suppose the two terms had values -0.7 and +0.6. In
this case too we could compute +0.1Xj, add it to CrXj

and complement the sign-bit of the sum to obtain the cor-
rect value of Cr+1Xj . Thus we see that a sign-magnitude
number representation is very suitable for SRD and di�er-
ences will be computed between absolute values of terms
and it is assumed that necessary sign-bit changes are done
by the control unit.

Towards further reducing the magnitudes of di�erences,
we looked at the bene�ts of using a simpli�ed Floating-
Point (FP) number representation for the coe�cients and
data. Note that the mantissas of non-zero coe�cients will
always lie between 0.5 and 1 if they are normalized, thus
allowing the same percentage precision for all coe�cients.
If di�erences are computed between mantissas, since only
the mantissas are actually multiplied together in a FP
multiplication, and if the dN=2e (symmetric �lter) man-
tissas are uniformly distributed in the range 0.5 to 1, the
average �rst-order di�erence can be expected to to be :
(1 � 0:5)=dN=2e � 1=N . For example if we have 50 taps,
this amounts to a 5 to 6 bits drop in magnitude of the
mantissas of �rst-order di�erences. Therefore compared
to the mantissas of C the �rst 5 to 6 bits of these will be
all zeroes. A larger N therefore leads to smaller magni-
tudes of �rst-order di�erences. This is also roughly true
for higher orders of di�erences. However since the distri-
bution is not really uniform and to prevent the accumula-
tion of the spread (small and large magnitude di�erences
representing the tail ends of a more realistic Gaussian dis-
tribution) we could normalize the mantissas each time we
take di�erences without changing the accuracy. However
the controller will have to track a set of exponents as-
sociated with each order of di�erence to shift the partial
products when recursively restoring, by the amounts they
were shifted when normalizing. In the following analysis,



for the sake of simplicity, we will ignore the computations
involving the exponents and the sign-bits.

4 Multiplication Complexity Analysis

Let the coe�cients or the di�erences (as appropriate)
be the multiplier and and the data be the multiplicand.
Let the word-widths used for mantissas of coe�cients and
data be Wc and Wx bits, respectively. The word-width
required for a product term is therefore (Wc +Wx) bits.

To analyze the computational reduction using SRD we
will express a multiplication as equivalent shifts and ad-
ditions. A multiplication will be performed by repeatedly
adding the multiplicand to the left end of a partial sum,
with the MSB of the multiplicand aligned with the sec-
ond MSB of the partial sum (to allow for a carry from
the addition). The multiplicand will be added only if the
multiplier bit is one. The partial sum will be arithmeti-
cally right shifted by one bit after each addition. At the
beginning of the multiplication the partial sum will be ini-
tialized to zero or the multiplicand, depending on whether
the LSB of the multiplier is zero or one. The word-width
of the partial sum will be equal to the word-width of a
product term.

Consider the application of this model to aWx bit byWc

bit multiplication. Since additions are skipped where the
multiplier bits are zero, the number of additions required
for a Wc bits wide multiplier can range from (Wc � 1) to
zero and it can be considered a discrete random variable
(RV) between these bounds. Assuming a uniform distribu-
tion it has an expected value of : Efnag =

1

2
(Wc� 1) (any

other symmetrical density function, for example a trun-
cated Gaussian distribution, will give the same result).
The expected value of this RV will be used to obtain a
statistical estimate of the number of additions. Each ad-
dition of the Wx bits wide multiplicand can be considered
equivalent to (Wx+1) one bit full additions. Therefore we
get the expected value of the total number of one bit full
additions for the multiplication as:

nA = (Wx + 1)Efnag =
1

2
(Wx + 1)(Wc � 1) (7)

Similarly we can arrive at an expression for the total ex-
pected number of shifts. Since a partial sum needs a width
of (Wc+Wx) bits, right shifting it by one bit involves shift-
ing a �eld (Wc +Wx) bits wide and (Wc � 1) such one bit
shifts are needed for anWx byWc multiplication. This can
be considered equivalent to a total of (Wc +Wx)(Wc � 1)
one bit shifts. Alternatively, if we assume that a multiple
bit shifter (like array shifters, barrel shifters or logarithmic
shifters) is used and that a run of zeroes in the multiplier
is handled in a single shift operation, the number of shifts
would be approximately the same as the number of adds,
since each add must be preceded by a shift (of variable
size). We get the expected value of the number of variable

sized shifts for the multiplication as:

nS � (Wc +Wx)Efnag =
1

2
(Wc +Wx)(Wc � 1) (8)

.
For a symmetric (or antisymmetric)N tap FIR �lter we

have only dN=2e unique coe�cients and the unique multi-
pliers for SRD is the sequence : C0, �

1

0=1
, � � �, �m�1

0=m�1, �
m
0=m

,

�m
1=m+1, � � �, �

m
dN=2e�m�1=dN=2e�1 . The notation j�mk�m=kj

will be used to denote the reduced word-width required
for the mantissa of �mk�m=k. An expected value of the
number of ones in each SRD multiplier is derived below.
A reduction in the magnitudes of the mantissas by tak-
ing di�erences can be considered as e�ectively skewing the
distribution of the total number of ones in its binary rep-
resentation, since a string of MSBs will be all zero. Let n0a
be the discrete one dimensional RV for the number of adds
required for each SRD multiplier. Assuming a symmet-
rical distribution (this was veri�ed by simulations) over
its domain and using the relationship derived earlier be-
tween the word sizes of the multiplicand and multiplier
and the total expected number of adds required for our
shift and add model, we obtain: n0A = (Wx + 1)Efn0ag
for each SRD multiplier. For example for �m

k�m=k
it is :

1

2
(Wx + 1)(j�mk�m=kj � 1). Summing up, we get the net

expected number of adds for all the SRD multipliers as:
X
8mults

n0A =
X

(Wx + 1)Efn0ag

=
1

2
(Wx + 1)

� dN=2e�1X
k=m

j�mk�m=kj+
m�1X
k=1

j�k0=kj

+jC0j � dN=2e
�

= N 0
A (9)

We can likewise obtain the net expected number of adds
using the coe�cients directly as:

X
8mults

nA =
1

2
(Wx + 1)

� dN=2e�1X
k=0

jCkj � dN=2e
�

=
1

2
(Wx + 1)(Wc � 1)dN=2e = NA (10)

The expected value of the number of adds can be di-
rectly used to approximate the expected value of the num-
ber of shifts as mentioned before. Therefore from Eqns.
(8) and (9) we get the net expected value of the shifts
required for the SRD multipliers as:

X
8mults

n0S =
X

(Wc +Wx)Efn
0
ag

=
(Wc +Wx)

(Wx + 1)
N 0
A = N 0

S (11)

Likewise for the direct form multipliers we get :

X
8mults

nS =
(Wc +Wx)

(Wx + 1)
NA = NS (12)



Table 1: Maximum Savings in adds using SRD

FIR
N

Simulated max SADD, opt m

Sys.
8 bits 12 bits 16 bits 24 bits

51 37.9, 2 24.9, 3 23.8, 4 11.0, 1
Low

101 56.0, 2 44.3, 3 39.8, 4 30.7, 5
Pass

201 63.5, 2 56.5, 4 52.5, 3 45.1, 5

51 46.0, 2 31.1, 3 23.5, 4 11.5, 6
Band

101 50.4, 2 44.7, 3 36.9, 4 30.2, 4
Stop

201 62.2, 2 55.5, 2 50.1, 3 43.9, 5

51 43.5, 2 32.7, 3 23.9, 4 12.4, 3
Band

101 51.4, 2 43.8, 3 36.9, 3 30.3, 4
Pass

201 62.9, 2 55.8, 3 50.2, 4 43.4, 5

51 34.9, 2 21.5, 3 23.0, 4 12.4, 1
High

101 53.9, 2 43.6, 3 39.6, 3 31.9, 5
Pass

201 62.8, 2 56.2, 4 52.6, 3 45.5, 6

4.1 Overhead Additions for SRD

In Section 3.1 we had derived an expression for the ex-
tra additions usingm-th order di�erences. These additions
will be pessimistically taken to each be the width of a prod-
uct term. Substituting dN=2e in place of N (symmetric
case), the net number of equivalent one-bit overhead addi-
tions using SRD follows as:

N 00
A =

m

2

�
2dN=2e �m � 1

�
(Wc +Wx) (13)

The percentage savings in adds and shifts follows as:

SADD =
�
1� (N 0

A +N 00
A)=NA

�
� 100 (14)

SSHIFT =
�
1� N 0

S=NS

�
� 100 (15)

5 Simulation Results

The results of simulating four di�erent kinds of linear-
phase LTI-FIR systems of 51, 101 and 201 tap lengths is
presented below. The simulator was developed in MAT-
LAB and it was used to track the exact number of adds and
shifts required for direct form and SRD computations. The
metrics are for computation of all dN=2e product terms
with a randomly generated data. The coe�cients of these
systems and the data were generated as 
oating point num-
bers with four di�erent mantissa word-widths of 8, 12, 16
and 24 bits. Table 1 shows the maximum percentage sav-
ings in the net number of adds using SRD over DF compu-
tation as de�ned by Eqn. (14) and the order m at which
the maximum savings was obtained. Though higher order
di�erences reduce the multiplication complexity the over-
head additions required by SRD increase with increasing
orders of di�erences. Thus there is a point at which the

Table 2: Savings in shifts using SRD

FIR
N

Simulated SSHIFT at opt m

Sys.
8 bits 12 bits 16 bits 24 bits

51 87.10 82.27 82.81 19.35
Low

101 95.19 94.27 93.33 83.62
Pass

201 98.64 99.29 94.35 93.51

51 89.13 84.83 81.22 74.14
Band

101 94.19 93.40 92.71 74.16
Stop

201 98.51 89.62 92.86 93.13

51 88.17 85.42 81.63 46.71
Band

101 94.80 93.03 82.51 74.28
Pass

201 98.52 97.99 97.48 92.78

51 86.05 82.09 84.32 20.96
High

101 95.56 94.85 84.60 85.15
Pass

201 98.61 99.46 94.82 96.44
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Figure 3: Detail of frequency response for the example low-
pass �lter in Tables 1 and 2 designed using a Hamming
window.
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The black bars are for N = 201, the grey bars are for N
= 101, the white bars are for N = 51.



overall number of adds is minimized. This is explicitly
shown in Fig. 4 which plots the net savings in adds as a
function of the order of di�erences used for our �rst ex-
ample which is a low-pass FIR �lter. It can be seen that
there is a maxima at a di�erent order for each of the three
tap lengths. It can also be seen that the maximum savings
increases with tap length as was explained in Section 3.3.
Table 2 shows the percentage savings in the net number of
shifts as de�ned by Eqn. (15) at the optimum order m at
which the net adds is minimized. It is also possible to ar-
rive at an optimum order based on the minimumweighted
sum of net adds and shifts.

6 Conclusion

We have presented an improved version of the Di�eren-
tial Coe�cients Method called the Sorted Recursive Dif-
ferences Method. It has been shown that using the SRD
method in a transposed direct form FIR structure with
a Floating-Point number representation can result in a
greatly reduced multiplication complexity as compared to
direct form computation. The MATLAB simulation re-
sults presented for four practical FIR systems, con�rm the
theoretical predictions of reduced multiplication complex-
ity. This computational reduction results in a net reduced
switching and hence lower power consumption. The statis-
tical analysis used to quantify the computational reduction
can be applied to other multiplier models. For example, for
an array multiplier a decrease in the number of ones in the
multiplier words can be related to a decrease in switching
activity within the multiplier and consequently to a lower
power consumption.
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